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Executive Summary
We describe the final xLiMe Semantic Search Prototype. All components of the previous prototype were
updated and new components were added. Two major extensions include: interactive disambiguation of
query terms (XKnowSearch!) and near real-time filtering of query terms on the multimodal data stream.
This document describes the novel extensions as well as updates on the respective components in detail.
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Abbreviations
KB

Knowledge Base

LD

Linked Data

LOD

Linked Open Data

N3

Notation3

NER

Named Entity Recognition

RDF

Resource Description Framework

RDFS

RDF Schema

SPARQL

SPARQL Protocol and RDF Query Language

TSV

Tab-separated values

TTL

Turtle

URI

Unified Resource Identifier

URL

Unified Resource Locator
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Introduction

Semantic or graph search has a central role in current information systems. For xLiMe, we developed a
component-based system that enables keyword search, entity search, live updates, and entity summaries.
The different components are loosely coupled yet still fully integrated. Figure 1 provides an overview of all
components (including those that were developed for D5.1.1). All developed components work across
different languages and can deal with different modalities.
Two major research outcomes of the work in the second year include [1] and [2] that are attached in Annex
A and Annex B respectively. This document builds on what has previously been described in D5.1.1. For
additional background, previous publications, and further information it may be helpful to consult D5.1.1.

1.1

Overview of Extensions

In the second year of the project, we extended the existing “Early Semantic Search Prototype” (cf. D5.1.1)
by two new features:
1. Interactive keyword query disambiguation (XKnowSearch!)
2. Live Filtering of Streams
An overview of the architecture of the final version of the Semantic Search Prototype is given in Figure 1.
In addition to the extensions, we updated all other components and data sets: We released a new version
of the DBpedia PageRank dataset (version 2015-04)1 that was integrated in the official DBpedia SPARQL
endpoint along with the official release of DBpedia version 2015-04 in August 2015. Further we updated
the entity summarization component and defined clear interfaces between the creation and presentation
layers.

User Interface

Keyword Search
Disambiguation

Backend

Cross-lingual
Search

Entity Search

Entity Summary

Entity
Summarization

Live Update

Dispatcher

Autocomplete

Data
Knowledge Graph

MySQL

Figure 1: Architecture of the final Semantic Search Prototype (novel components in red).

In Section 2, we will describe the novel interactive keyword query disambiguation. In Section 3, we will
describe the live update functionality that provides a filtering option for the multi-modal data stream in
near real-time. Section 4 concludes this deliverable.

1

DBpedia PageRank – http://people.aifb.kit.edu/ath/#DBpedia_PageRank
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Interactive Keyword Query Disambiguation (XKnowSearch!)

The key of XKnowSearch! is the translation of keyword queries in multiple languages to subgraphs of the
Knowledge Base (KB) grounded in the hub languages. This process includes two steps. In the following, we
first elaborate the first step cross-lingual keyword matching and then present the second step top-k query
graph exploration. After that, user interaction will be discussed.
2.1

Keyword Matching

Cross-lingual Lexica
Given a keyword query Q, we would like to avoid the burden of specifying the language of Q from the
users. Existing techniques have been proposed for automatic language detection from text, such as the
well-known method based on the character n-gram probability language model. However, such techniques
do not work well for short keyword queries. In order to match query keywords in different languages
against entities and concepts in the KB, we utilize our recently established cross-lingual lexica, where the
cross-lingual groundings of entities and concepts corresponding to Wikipedia articles and categories
respectively, have been extracted by exploiting multilingual Wikipedia.
Wikipedia provides several useful structures, such as page titles, redirect pages, disambiguation pages and
link anchors, which associate entities and concepts with terms including words and phrases, also called
labels, that can be used to refer to the corresponding resources. In addition, Wikipedia pages in different
languages that provide information about the equivalent resources are often connected through crosslanguage links. Based on these sources, for each entity or concept we extract its possible names in different
languages.
Key Term Extraction
Based on the cross-lingual lexica, we first detect the key terms in a keyword query Q. A valid key term is a
word or phrase, for which at least one matching entity or concept can be found in the KB. Since our
approach supports keyword queries in multiple languages, a key term could be an entity / concept name in
any language. We define the probability P(tL) that the key term t in language L, denoted by tL, is an entity
name or a concept name as

where countlink(tL) denotes the number of links using t as anchor text and counttext(t) denotes the
frequency of t mentioned in plain text in Wikipedia of language L. As the language of the keyword query Q
might not be specified, we define the probability P(t) that the key term t in Q refer to an entity for a set of
supported languages L as

Entity Search
For each key term t, we match it against entities in the KB. Assuming that t is in language L, denoted by t L,
we define the probability P(nL′|tL) that tL refers to the entity nL′ grounded in the target language L′ as

© xLiMe consortium 2013 - 2016
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where countlink(nL,tL) denotes the number of links using tL as anchor text pointing to nL in Wikipedia
version of the language L and NL is the set of entities that have name tL. τ(nL,nL′) is the language mapping
function, defined as

where nL and nL′ are considered to be an equivalent entity if they are connected by cross-language links in
Wikipedia, denoted by nL ↔ nL′. Given a key term t, for which the language is not specified, we calculate
the matching score of entity nL′ based on the maximal probability P(nL′|tL) as

Concept Expansion
For each key term tL in language L that could be a concept name, we first map tL to the matching concepts
CL in the same language L and then expand each concept CL into a set of individual entities in the target
language L. For this, we propose three methods, namely first expanding then linking (FETL), first linking
then expanding (FLTE) and first linking then expanding finally linking (FLTEFL), which are shown in the
following Figure 2.

Figure 2: Visualization of the methods FETL, FLTE, and FLTEFL.
Page 10 of (24)
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In FETL, we first expand each matching concept CL into a set of associated entities nL∈ CL in language L
based on the relations between Wikipedia articles and categories. Each entity nL yielded by such expansion
is then linked to its correspondence nL′ in the target language L′ using cross-language links in Wikipedia,
denoted by nL ↔ nL′, which results in the set of expanded entities as follows

Whereas, FLTE first links each matching concept CL in language L to its correspondences CL′ in the target
language L using cross-language links, denoted by CL ↔ CL′ , and then expands the concept CL′ into a set of
associated entities nL′ ∈ CL′ , yielding the set of expanded entities as

In addition, FLTEFL first links CL to its correspondences CLi in some other languages Li instead of the target
language L′, and then expands the concept CLi based on the relations between articles and categories in
Wikipedia version of language Li. Finally, each resulting entity nLi is linked to its correspondence nL′ in L′.
Thus we achieve the set of expanded entities as follows

We observe that it can help to find a more complete set of expanded entities by using FELT, FLET and
FLTEFL. Consider the example of these methods for finding a set of expanded entities in English as the
target language given the key term “中国网站” in Chinese representing the concept “Chinese web-sites”.
Through FETL, 50 entities can be found such as “Alibaba” and “Baidu”, while FLTE finds 26 additional
entities such as “Sogou”. Utilizing the French Wikipedia as a hub, FLTEFL adds 4 more entities that neither
FETL nor FLTE can find such as “Baidu Tieba”.
Query Segmentation
Since various combinations of the key terms might reflect different information needs, we introduce the
concept of query segmentation, where query keywords are grouped together as segments, which are then
used to match against entities or concepts. We take query segmentation into account due to the following
reasons: Firstly, keyword queries could be in any languages or even contain keywords in different
languages, where the input languages are unknown, which results in the lack of a universal word splitting
standard, e.g., query keywords are usually split differently for European and Asian languages. Secondly,
keywords representing entities and concepts should be separated for different processing. Finally, query
segmentation helps to improve not only the result quality but also the runtime performance of keyword
search on graph data.
For example, the query “Allianz Arena in Munich” leads to several segmentations, such as {Allianz Arena, in,
Munich}, which results in the key term set {Allianz Arena, Munich}, because “in” doesn’t match any entity in
the KB.
Given a keyword query Q, for each resulting key term set T, we take into account both its importance and
informativeness. In general, the more often a key term t is selected as anchor text for the corresponding
entities, i.e., t has larger P(t), the more likely that t is important. In addition, the more keywords in Q are
covered by all key terms t ∈ T, the more likely that T is informative, since it can reflect more aspects of the
initial keyword query. Based the above observation, we calculate the score of T as
© xLiMe consortium 2013 - 2016
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where |t| is the number of keywords in t and |T| is the number of key terms in T.
A keyword query could lead to too many key term sets and thus reduce the performance of our system. For
instance, the keyword query “Allianz Arena Bayern Munich” results in a set of key terms {Allianz Arena,
Bayern Munich, Allianz, Arena, Bayern, Munich}, which leads to different key term sets, such as {Allianz
Arena, Bayern Munich}, {Allianz Arena, Bayern, Munich}, {Allianz, Arena, Bayern Munich} and {Allianz,
Arena, Bayern, Munich}, where only the first one reflects the actual information needs of users. Based on
that, only the top-m key term sets are considered for the next step of query graph exploration.

2.2

Top-k Graph Exploration

For top-k query entity graph exploration, we consider the KB as a directed graph GKB(N,E), where each
node n∈N represents an entity and each edge e(ni,nj)∈E denotes the relation between entities ni and nj.
Similar to existing keyword search solutions on graph data, the results of a keyword query, namely the
query entity graphs (QEGs), which consist of the matching entities and paths connecting them. The goal is
to find the top-k QEGs that connect at least one matching entity for each key term in a key term set.

Listing 1: Top-k Exploration of QEGs.
Input and Data Structures
As shown in Listing 1, the input to the algorithm comprises the list of top-m key term sets LT = {T1, · · · , Tm}
and the list LN = {Nt1 , · · · , Ntn }, where each Nti is a set of entities matching key term ti. And dmax is the
maximal path length applied to the graph exploration. For each entity n, we keep track of the information
of paths from an entity nstart matching tij ∈ Ti9 to n, where n.Sti is used to store each pair of the starting
entity nstart and the score snstart of the path from nstart to n, n.sti and n.dti are employed to store the
j
j
maximal score extracted from n.Sti and the length of shortest path from entities matching tj to n,
j
respectively. For each Ti, LQTi is a list of NQti , each of which is a priority queue of entities on the paths
starting at entities matching tij and UBTi is a list of upper bound scores ubti for paths starting at entities
matching all tij ∈ Ti. For supporting top-k, R is used to keep track of the obtained candidate QEGs during
graph exploration and θ denotes the lowest top-k score of the QEG in R.
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Listing 2: Initialization Algorithm.
Initialization
The algorithm of initialization is shown in the above figure. Instead of starting at entities matching each
query keyword, our exploration starts with each matching entity nstart ∈Ntj for a key term tij ∈Ti. For each
starting entity nstart, we first check its connectivity to avoid unproductive exploration, which will be
discussed later. When the connectivity condition is satisfied, we initialize the score snstart stored in
nstart.Sti , the maximal score nstart.sti and the distance nstart.di. Such starting entities nstart are then
j
j
added into the respective queue NQti∈LQTi and the upper bound score ubti for each tij is initialized as the
j
maximal score for all nstart ∈ NQti .
j

© xLiMe consortium 2013 - 2016
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Listing 3: Algorithm for Graph Exploration.
Graph Exploration
The algorithm of graph exploration is shown in Listing 3. It starts with entities in NQ ∈ LQ. To avoid the
unnecessary exploration, our algorithm prioritizes the entity by the maximal possible score of the potential
QEGs. At each iteration, the most promising Ti that could result in the optimal QEG and the key term tij∈Ti
with the largest upper bound score ubti are selected. Then the entity n achieving the maximal score of
j
paths from entities matching tij to n is taken from NQti and the algorithm continues to explore the
j
′
neighborhood of n, i.e., all adjacent entities n . In case that the distance n′ .dti does not exceed dmax and
the connectivity condition is satisfied, we expand the path from each nstart to n by adding n′, and the score
s′nstart of each expanded path is calculated and added into n′ .Sti , where the maximal score n′ .sti is
j
j
′
extracted. All newly explored entities n are then added into NQti for further exploration. Since the
j
i
maximal score of paths from entities matching t j might change after expansion, the upper bound score

Page 14 of (24)
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ubti and the maximal possible score S(GTi) of potential QEGs are updated accordingly. If n′ is verified to be
j
an connecting element, i.e., for all tij ∈ Ti, there exists a path from nstart matching tij to n′, the new QEGs
generated by merging paths resulted from n′ are added into R. Finally, we check whether the exploration
can terminate to retrieve the top-k QEGs, which will be discussed in the following.
Early Termination
The exploration terminates when one of the following conditions is satisfied: (1) all possible entities have
been explored such that there are no further entities in any N Q ∈ LQ or (2) the top-k QEGs are guaranteed
to be obtained. With the goal of retrieving the top-k QEGs, all entities have to be considered as connecting
element in order to keep track of all possible QEGs. However, the upper bound principle deals with the
requirement of early termination. The maximal possible score S(GTi ) for all Ti indicates the best the
potential QEGs can achieve and the lowest top- k score of the obtained QEGs captures the threshold θ such
that only the QEGs with score higher than or equal to θ have a chance to make into the top-k. To conclude
that the current k top-ranked QEGs in R are guaranteed to qualify for the final top-k and thus the
exploration can terminate, there should be at least k QEGs in R and S(GTi ) for all Ti must be below θ, i.e.,
maxT ∈LT S(GTi ) < θ.

2.3

User Interaction

XKnowSearch! supports two search modes: direct search and indirect search. The direct search mode
performs similar to the well-known search engines like Google and Bing. It takes a keyword query as input
and retrieves the relevant documents directly without user involvement in the search process. The indirect
search mode provides the opportunity for users to understand the meaning of the query entities and the
underlying semantic relations between them, such that users are able to refine and extend the information
needs. While the direct search enables users to search in a familiar and convenient manner, the indirect
search provides users a more flexible way to influence the search process according to their search intents.

© xLiMe consortium 2013 - 2016
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Figure 3: User Interface for Query Disambiguation.
With user interaction, different interpretations of the keyword query, i.e., the generated QEGs, are then
presented to users for selecting the one that fulfills their search intents to the greatest extent. The selected
QEG can be further refined by users. From an entity in the QEG, users can navigate its description and all
connected entities through semantic relations (cf. Frame 2 and 3 of the above figure), such that they can
add more interested entities into the QEG or delete unnecessary ones. After that, the entities in the refined
QEG constitute the query entity vector (QEV), where each entry contains the weight of the corresponding
entity, which is calculated by the top-k graph exploration algorithm and can also be adjusted by users (cf.
Frame 4 of the above figure). These weights will be leveraged for document ranking in the next step.
We consider user interaction as beneficial because it enables the interactive query disambiguation and
expansion according to users’ search intents. Although refinement can be made more precisely on QEGs
than on keywords, user interaction is optional in our system. Users can also search the documents directly
without interactive query refinement. In this case, the QEG with highest score from query interpretation
component will be selected to generate the QEV.
A demonstrator of XKnowSearch! is online available at http://km.aifb.kit.edu/services/XKnowSearch/.
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Entity Search and Live Filtering

The entity search and live filtering module is composed of the following components:


Autocompletion for named entities – This functionality enables the users to retrieve individual or
multiple entities and set entity filters for the query.



Entity Summarization – In order to enable the users to quickly assimilate important information
about entities and for improved navigation, we provide an entity summarization component with
defined frontend and backend.



Retrieval and Filtering on the xLiMe Data Stream – We provide front-end as well as back-end
components for live cross-lingual updates on different modalities.

In the following, we provide insights on how the above components were upgraded for the final version of
the xLiMe Semantic Search Prototype.

3.1

Autocomplete

The autocomplete functionality of the xLiMe Semantic Search Protoype enables to trigger targeted search
for named entities in all channels and modalities. The autocomplete functionality of the early prototype (cf.
D5.1.1) was extended by the following features:
1. 2015-04 version of DBpedia PageRank
2. Select multiple entities
The 2015-04 version of DBpedia contains2:


English, 4806150 instances



German, 1783367 instances



Spanish, 1137454 instances



French, 1596749 instances



Russian, 1200495 instances



Turkish, 243976 instances

We used the DBpedia PageLink datasets3 for the localized versions of the above languages in order to
compute the PageRank for all instances on a per-language basis. The PageRank scores are published at:
http://people.aifb.kit.edu/ath/#DBpedia_PageRank
As of August 2015, the official DBpedia SPARQL endpoint4 includes the PageRank scores of the xLiMe
project, such that queries like presented in Listing 4 get easily possible.

2

http://wiki.dbpedia.org/services-resources/datasets/dataset-2015-04/dataset-2015-04-statistics
e.g. http://downloads.dbpedia.org/2015-04/core-i18n/en/page-links_en.nt.bz2
4
http://dbpedia.org/sparql
© xLiMe consortium 2013 - 2016
3

Page 17 of (24)

xLiMe

Deliverable D5.1.2

PREFIX vrank:<http://purl.org/voc/vrank#>
SELECT ?s ?v
FROM <http://dbpedia.org>
FROM <http://people.aifb.kit.edu/ath/#DBpedia_PageRank> WHERE {
?s rdf:type dbo:Person.
?s vrank:hasRank/vrank:rankValue ?v.
} ORDER BY DESC(?v) LIMIT 50
Listing 4: Example Query for DBpedia PageRank scores on http://dbpedia.org/sparql.
Moreover, the autocomplete functionality was extended in order to support filters for multiple entities.
Figure 4 demonstrates this behaviour. It depends on the actual application, whether the functionality is
used in an “AND” or “OR” fashion. The xLiMe Semantic Search Prototype interprets these queries as a logic
“AND”. In the given example we retrieve all media items that mention Barack Obama and Angela Merkel
together. The autocomplete interface is available at:
http://km.aifb.kit.edu/services/xlime-autocomplete

Figure 4: Example: Autocomplete for multiple entities.

3.2

Entity Summarization

The entity summarization functionality enables quick assimilation of the core concepts about an entity and
enables further navigation steps. Figure 5 provides an example of a summarized entity. An own interface is
available at:
http://km.aifb.kit.edu/services/summa/

Figure 5: Example: Entity Summary of “Volkswagen”.

We extended the entity summarization functionality of the first xLiMe Semantic Search Prototype (cf.
D5.1.1) by a well-structured API definition between view and controller. The main definition of the API was
published in [1]. The paper was nominated for the Best Paper Award at the 15th International Conference
on Web Engineering (ICWE) 2015. The main features of the API definition are described in the following.

Page 18 of (24)
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The SUMMA API consists of two main parts:
1. The SUMMA Vocabulary that enables to formulate summarization requests and responses.
2. A common interaction mechanism implemented as a RESTful Web Service.

The SUMMA Vocabulary includes the following terms (details in [1]):


Class: http://purl.org/voc/summa/Summary



Class: http://purl.org/voc/summa/SummaryGroup



Property: http://purl.org/voc/summa/entity



Property: http://purl.org/voc/summa/topK



Property: http://purl.org/voc/summa/statement



Property: http://purl.org/voc/summa/maxHops



Property: http://purl.org/voc/summa/path



Property: http://purl.org/voc/summa/language



Property: http://purl.org/voc/summa/group



Property: http://purl.org/voc/summa/fixedProperty

The RESTful interaction mechanism implements the following interaction pattern (details in [1]):
1. A client sends a summary request via a HTTP POST request
2. The response contains the summary as well as an URI for the summary, for future reference.
3. The URI can be used for future HTTP GET requests.
The combination of the SUMMA Vocabulary and the RESTful interaction mechanism enable the full
decoupling of the summary generation and summary presentation processes.
The SUMMA API definition already experiences community adoption.

3.3

Retrieval and Filtering

The autocomplete and entity summarization components are integrated in the panel of the xLiMe Semantic
Search interface. The search interface is available at:
http://km.aifb.kit.edu/services/xlime-autocomplete/search.html
The interface enables to filter Web news, social media, and television in accordance to (multiple) selected
entities. Each stream feeds from the xLiMe triple store that is constantly updated. The interface is
implemented in HTML and JavaScript with Servlet backends. Each of the presented streams is updated per
minute and enables to retrieve up-to-date information about selected entities in near real-time.
Figure 6 shows a screenshot of the xLiMe Semantic Search interface.

© xLiMe consortium 2013 - 2016
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Figure 6: Example: Near real-time multimodal filters on “Germany”.
In the following, we provide implementation insights for the backend and frontend components.
Backend:
Implementation:


Programming Language: Java (Servlets)



Data Storage: Virtuoso 7.1 Triple Store



Queries: SPARQL



URL: http://km.aifb.kit.edu/services/xlime-autocomplete/search



Parameters: entities (values: the URIs of the entities), source (values: news, social, tv)

The backend component is implemented as a lightweight service that passes filter requests on to the triple
store. The service retrieves only information of the last 24 hours and, as such, enables fast retrieval of
information of the triple store that contains > 2.000.000.000 triples.

Frontend:
Implementation:


Programming Languages: HTML, JavaScript



Libraries: jQuery, jQueryUI

The frontend component fetches new results in a 60-seconds cycle from the backend and displays them to
the user. It enables quick autoselect as well as summaries that enable further browsing (cf. Sections 3.1 and
3.2).
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Conclusions

We presented the final xLiMe Semantic Search prototype. We extended the initial version majorly with a
novel keyword search component and a near real-time stream update component for the interface. The
components enable disambiguation of entities and relations as well as the setting of flexible filters for
entity retrieval in multimodal media streams. In addition, we updated all other components from the early
semantic search prototype and extended them with new features and interfaces.
The xLiMe Semantic Search prototype is currently already applied partly in T7.3, where VICO is in the
process of building a semantic pipeline next to their traditional keyword-based queries. With the new fullyintegrated prototype, we plan to extend these efforts and are currently exploring options on how semantic
search could benefit ECONDA and ZATTOO (WP7).

© xLiMe consortium 2013 - 2016
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Abstract. Linked Data knowledge sources such as DBpedia, Freebase,
and Wikidata currently offer large amounts of factual data. As the amount
of information that can be grasped by users is limited, data summaries
are needed. If a summary relates to a specific entity we refer to it as entity summarization. Unfortunately, in many settings, the summaries of
entities are tightly bound to user interfaces. This practice poses problems
for efficient and objective comparison and evaluation.
In this paper we focus on the question of how to make summaries exchangeable between multiple interfaces and multiple summarization services in order to facilitate evaluation and testing. We introduce SUMMA,
an API definition that enables to decouple generation and presentation
of summaries. It enables multiple consumers to retrieve summaries from
multiple providers in a unified and lightweight way.

Keywords: Web APIs, entity summarization, evaluation, testing, user interfaces, Linked Data

1

Introduction

With the growth of Open Data on the Web a plethora of information sources
covering diverse topics and domains are readily available to information consumers. The abundance of information that can be found on single entities can
even be increased with the integration of different data sources with semantic
links (Linked Open Data). However, when it comes to the presentation of such
information, there are often limits on the amount of data that can be rendered
in interfaces and grasped by end users. These limits give rise to the requirement to only show the most important data in visualizations, i. e. a summary.
The amount of commercial systems that offer entity summaries are on the rise
[7,10,17]. Due to their proprietary nature, these systems tightly couple their
user interface and backend in accordance to their specific requirements. Also the
data sources from which these commercial summaries are derived are mostly not
publicly available. As a consequence, it becomes hard to exchange, evaluate, and
compare the output of summarization systems in an objective manner. In order
to facilitate accessibility of entity summaries it is necessary to identify the principal properties of entity summarization systems, create a corresponding data
model, and to adhere to the best practices of Web APIs.

To enable clients to easily consume the summaries of entities from different
summarization services we propose SUMMA, a uniform lightweight interface
design based on a request/response vocabulary and the Representational State
Transfer (REST) interaction paradigm. The approach enables to combine a diverse selection of summarization approaches on a single Web site and to switch
from one service to another even during user navigation. The proposed API
aligns with the Linked Data interaction model. Our approach treats the summarization approach itself as a black box while preserving the possibility to define
the required parameters of an entity summarization system in a uniform manner.
Thus clients can easily substitute or combine the employed entity summarization
system in a plug-and-play fashion. Existing summarization systems can easily
offer summaries with the SUMMA API in addition to their deployed user interfaces. In order to facilitate evaluation, the API aims at supporting researchers
and practitioners in the following settings:
– Quantitative Evaluation: SUMMA enables consumers to retrieve summaries
of entities in their most pure form (a ranked list of RDF statements). As
such, reverse engineering tasks such as disambiguating strings to URIs (e .g.
mapping “recompense” to http://dbpedia.org/ontology/award) are not
needed for automatic comparison of different approaches.
– Qualitative Evaluation: Commonly, multiple systems are placed next to each
other in qualitative evaluation settings for entity summarization and subjects
are asked to choose one or more. To support this, a SUMMA client can
present summaries of multiple different summarization systems in a uniform
way. In this way it can be ensured that style elements (such as pictures,
borders, colors, etc.) do not play a significant role in the subjects’ decision
making process.
– A/B Testing: Evaluation with A/B testing is commonly applied in industry
settings. SUMMA enables to change the technology that produces summaries
while the user interface stays the same. By tracking the interaction with each
variant it is possible to compare the effects of technology changes.
For our approach, we provide an open-source reference implementation and
deployment as well as an empirical evaluation. The source code of the reference
implementation as well as a deployment are available online. In the empirical
evaluation, we measure the overlap of our established requirements with the features of real-world systems. This study includes interfaces of well known search
engines like Bing, Google, and Yahoo as well as entity presentations of wellknown news portals.
The remainder of this paper is organized as follows: In Section 2 we present a
requirement analysis for a uniform entity summarization API as well as the API
itself. In Section 3 we introduce the implementation as well as its deployment.
The evaluation in Section 4 introduces an empirical study that assesses the
applicability of our approach to real-world user interfaces. In Section 5 we analyze
the most related approaches and outline how we differ from them. Section 6
concludes the paper and provides an outlook on our future work.

2

SUMMA API definition

In its most basic form, a summary of an entity can be produced by two given
parameters:
URI A URI that identifies the entity.
k A number k that defines an upper limit of how many facts about the entity
should be presented.
While it is obvious that there is a need for an unambiguous reference to the
entity, it could be argued that a summary could also be specified by a given
compression level. For example, we could specify that 30 % of all facts about
the given entity should be contained in the summary. In this respect, we would
like to point out that concise presentations (for which we are aiming) are better
declared with an upper limit rather than a given percentage. This is due to the
fact that knowledge bases commonly cover well documented entities as well as a
long tail of sparsely documented ones: in this respect, 30 % could mean 20,000
facts for some entities while only 3 for others.
When defining a uniform interface for entity summarization, various specifics
that are inherent to the definition of RDF itself have to be considered as well.
This ranges from the possibility to have multiple labels for vocabulary or data
items to the more complex summaries that consider n-ary relations1 or enable full
property chains. Next to these features, other requirements include the grouping
of statements and the restriction to a predefined set of properties. In the following
we present an overview of all further requirements of the API:
Languages In many knowledge bases, labels in different languages for resources
and properties are commonly available. In order to avoid multiple requests or
queries to different knowledge sources we find it necessary to include labels
of one or more languages in the output of the summary.
Multi-hop Search Space It might be necessary (think of n-ary relations or
reification) or interesting to include statements in the summary that do
not directly involve the targeted entity but are connected through one or
more hops. For example, a max hop parameter of 1 (default) only considers
statements where the entity is either in the subject or object role, while a
max hop of 2 could cover facts that are still about the entity but are modeled
via an n-ary relation. Further hops are possible.
Property Restriction A summary can be targeted to a predefined set of
properties. An example would be to restrict the summary of a movie to
{dbpedia:starring} or {dbpedia:starring, dbpedia:director}. This feature is very useful if the interface has reserved space for specific features such
as a map presenting geolocations or pictures. These features can be retrieved
in a separate request.
1

“Defining N-ary Relations on the Semantic Web” – http://www.w3.org/TR/swbpn-aryRelations

Statement Groups Rather than ranking statements only individually, the system could form groups or clusters of statements and, if applicable, provide
names for these groups.
These features and their compositions enable very specific views on entities although they are still abstract enough to be applicable to any knowledge base,
be it encyclopedic or proprietary. In general, also the following considerations
have to be taken into account:
Resources/Literals Linking to other resources (i .e., URI identified entities)
supports exploration aspects while textual information (represented as literals) satisfies more the information need about the specific entity. For visualization purposes any resource URI included in a summary has to be
accompanied by a literal description which enables a user-friendly rendering
of the resource. Clients consuming the summary can therefore ignore the
resource URIs and only use literals for presentation.
Outgoing/Incoming Links For any unidirectional relation :x :link :y a
second relation can be established in the way :y :link by :x. In many
cases displaying such a relation in a summary of :y makes sense as it covers
information about it. Knowledge bases such as DBpedia, Freebase, and Wikidata enable to retrieve incoming links from other resources of the respective
knowledge base with queries. For Linked Data in general, many incoming
links can be retrieved with crawls as provided e.g. by the BTC [5].
Our approach consists of two main components with a strong interplay:
– The SUMMA Vocabulary can be used to frame summary requests, which
can be submitted to a summarization engine. Servers can interpret the given
parameters in the request and produce result sets with the vocabulary that
are in accordance to the provided parameters.
– The description of the RESTful Web Service provides a clear guideline
for the interplay between summary consumers and producers.
In the following, we first introduce the SUMMA Vocabulary and thereafter
the RESTful Web Service interaction guideline.
2.1

SUMMA Vocabulary

The SUMMA Vocabulary offers various parameters that help to configure and
represent a summary. During the design of the vocabulary we took the above
considerations into account. An overview of the vocabulary is depicted in Figure
1. In the following we introduce all classes and properties:
Summary This class describes the abstract concept of a summary of an entity.
The URIs of instances of this class are constructed with all query parameters.
SummaryGroup This class describes a group of statements. The entity summarization system does not necessarily have to produce groups. If groups
are formed, it is completely up to the summarization system what is meant
by them or if they come with a label in the desired language.

entity This predicate with domain Summary and range rdfs:Resource points
to the entity that is summarized. As an example, the object of this property
could be a DBpedia or Freebase entity. This property is mandatory for the
API.
topK This property defines the maximum number of statements that are being
returned. This property is mandatory for the API.
statement This property with domain Summary and range rdf:Statement
attaches statements to a summary in the response context.
maxHops This property defines the maximum number of hops in the graph
the interface is able to represent. The default value is set to 1, which means
that all properties in the immediate vicinity of the focused entity are being
considered.
path This property enables to include the full paths in the returned statements
of the summary. For each statement that is included in the summary that
does not directly involve the focused entity, a path that shows how the
current statement relates to the entity needs to be provided. This situation
can occur if the maximum of hops is greater than 1. For more than 2 hops,
this relation is needed multiple times until the object statement of path
includes a triple that contains the focused entity.
language This property defines the languages in which the output literals should
be available. We recommend to use a fixed vocabulary like RFC 46462 for
this.
group The group property enables summaries to form groups of statements. Attaching a group directly to a statement enables clients to ignore the property
if present but not supported.
fixedProperty If there is already some background knowledge on the summarizer’s side about the underlying data structure it can request properties that
it wants to show in any case. Multiple different properties can be defined in
this way and thereby restricting the output to the defined set of properties.
Next to this vocabulary, we make use of the vRank3 vocabulary [9], XSD4 and
OWL5 . The vRank vocabulary is necessary to include the computed scores of
each statement by the summarization service. A summary typically includes
more than one rdf:Statement. Although in some syntaxes constructs such as
summa:statement [ a rdf:Statement; ...], [ a rdf:Statement; ... ] .
could be mistaken for ordered lists, the group of statements is returned as a set.
To determine an order between the statements additional information is required.
In this respect, we choose to use vRank rather than rdf:List to enable summarization systems to publish the ranking scores. Listing 1.1 exemplifies the use
of the vRank vocabulary in combination with a reified rdf:Statement.
2
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RFC 4646 – http://www.ietf.org/rfc/rfc4646.txt
vRank – http://purl.org/voc/vrank#
XSD – http://www.w3.org/2001/XMLSchema#
OWL – http://www.w3.org/2002/07/owl#

rdfs:Resource

xsd:positiveInteger

xsd:positiveInteger

summa:topK
summa:entity
summa:SummaryGroup

summa:maxHops

summa:Summary

summa:group

rdf:Property

summa:fixedProperty
summa:language

summa:statement
rdf:Statement

xsd:String

summa:path

Fig. 1. The SUMMA Vocabulary. Mandatory parameters in grey.

The SUMMA Vocabulary is published at http://purl.org/voc/summa/. Exemplary usages of the vocabulary are shown in Listing 1.2 for input and in
Listing 1.3 for output (see Appendix A).
Listing 1.1. Example for using vRank for ranking a RDF Statement.
1
2
3
4
5

[ rdf : type rdf : Statement ;
rdf : subject dbpedia : Barack_Obama ;
rdf : predicate dbpedia - owl : birthDate ;
rdf : object " 1961 -08 -04 " ^^ xsd : date ;
vrank : hasRank [ vrank : rankValue " 33.11 " ^^ xsd : float ] ]
Listing 1.2. Example for a summary request that is sent via POST (namespaces
omitted).

1
2
3
4
5
6
7

[ a : Summary ;
: entity dbpedia : Barack_Obama ;
: topK " 2 " ^^ xsd : positiveInteger ;
: language " en " ;
: maxHops " 2 " ^^ xsd : positiveInteger ;
: fixedProperty dbpedia - owl : birthDate ;
: fixedProperty dbpedia - owl : birthPlace . ]

2.2

RESTful Web Service

According to the Richardson maturity model [8] REST is identified as the interaction between a client and a server based on three principles:
– The use of URI-identified entities.
– The use of a constrained set of operations, i. e., the HTTP methods, to access
and manipulate entity representations.

– The application of hypermedia controls, i. e., the data representing an entity
contains links to other entities. Links allow a client to navigate from one
entity to another during his interaction.
The use of URI-identified entities and their interlinkage are also direct consequences from the Linked Data design principles6 . Therefore, several existing
approaches recognize the value of combining RESTful services and Linked Data
[2,6,11,12,18,19], which led recently to the establishment of the Linked Data
Platform 7 W3C working group.
We adopt these notions for our approach to enable a uniform interface to summarized entities that aligns with the standard Linked Data interaction model.
The interaction of a client to retrieve the summary of an entity according to our
approach is depicted in Figure 2 and works as follows:
1. A client can send a summary request for an entity to a server offering a
summarization service via an HTTP POST request.
2. The response to the request contains the summarized entity in its payload, as
well as a URI in the location header field that identifies the created summary.
3. The client can use the URI of the summary for further lookups of the summary via HTTP GET.
Since summaries can be looked up via HTTP GET, we enable simple caching
mechanisms for the clients. The URI of the summary also enables to include direct links in other web resources to the summary. To construct the URI that
identifies a given summary, we adopt the approach from [11], where the URI
contains key/value pairs that correspond to the properties in the original summary request. Note, that the server does not have to store the created summaries
for allowing the direct lookup but can calculate the summary on-the-fly for GET
requests as well as by interpreting the key/value pairs in the URI.
A client can also skip the first interaction via POST and anticipate how the
URI of a summary would look like as the lookups are computed in the same
way as the original POST request. However, we keep both interaction schemes
in place in order to enable a clear formulation of a request as well as a clean
cacheable lookup.

3

Implementation

The SUMMA API definition is based on Web standards such as the HTTP protocol and RDF. Summary producers as well as consumers can be implemented
in a variety of programming languages. However, in order to demonstrate feasibility and to facilitate adoption, we provide a reference implementation based
on Java Jersey8 (server) and JavaScript (client).
6
7
8

http://www.w3.org/DesignIssues/LinkedData.html
http://www.w3.org/2012/ldp/charter
Jersey – https://jersey.java.net/

Client

Server

POST [ a :Summary;
:entity dbpedia:Barack_Obama; :topK 10 ] .

201 CREATED
Location: http://example.com/
summary?entity=dbpedia:Barack_Obama&topK=10
@ prefix summa: <http://purl.org/voc/summa/> .
...
GET http://example.com/
summary?entity=dbpedia:Barack_Obama&topK=10

200 OK
@ prefix summa: <http://purl.org/voc/summa/> .
...

Fig. 2. Messages for first interaction: white. Messages for second interaction: grey

summaServer The summaServer application is an Apache Tomcat server application that fully implements the SUMMA API. It provides a naı̈ve summarization method for DBpedia entities. This summarization method ranks
objects (only outgoing links are considered) based on the number of their
incoming links within Wikipedia. All necessary information (including the
link counts) is available via the official DBpedia SPARQL endpoint.9 The
source code of summaServer application is published at https://github.
com/athalhammer/summaServer and licensed with GPLv3.10 Deployments
of the summaServer application and another summarization method [15] can
be found at the following addresses:
– http://km.aifb.kit.edu/summaServer
– http://km.aifb.kit.edu/summa
summaClient The summaClient library is a lightweight JavaScript application
that interacts with servers that implement the SUMMA API. It enables visualization and interaction with the results of multiple summarization engines
at a single Web page (see Figure 3). The source code of the summaClient library is published at https://github.com/athalhammer/summaClient and
licensed with GPLv3. A deployment of the summaClient library can be found
at http://people.aifb.kit.edu/ath/summaClient/.
9
10

DBpedia SPARQL endpoint – http://dbpedia.org/sparql
GPLv3 – http://www.gnu.org/copyleft/gpl.html

Fig. 3. Screenshot: Two example summaries with the same configuration but different
systems (top). Example summary with restriction to two properties (bottom left) and
a different language and topK = 3 (bottom right).

4

Evaluation

In our evaluation we inspect interfaces from well-known providers such as the
Google Knowledge Graph (GKG) [10], Microsoft Bing Satori/Snapshots [7], or
Yahoo Knowledge [17]. We assess whether the expressibility of these interfaces
could be served via the SUMMA API. Thus, we provide empirical evidence about
the general applicability of the API for any kind of RDF entity summary.
For our evaluation, we select the entity summarization systems of the three
major search engines (mentioned above) as well as systems from the Alexa Top
News sites11 that offer factual knowledge about entities. We select two of the top
25 news portals offering infoboxes about entities. These are Forbes12 and BBC
news13 . Our hypothesis is that the defined API could serve all of these interfaces,
thus potentially enabling them to switch between different entity summarization
services without changing their layout. For this, we focus on five entities from
diverse domains: Spain, Dirk Nowitzki, Ramones, SAP, Inglourious Basterds.
These entities are representatives for a country, a person (or athlete), a band,
a company (or organization), and a movie. We have to note that, at the time
of writing, BBC only supports summaries of countries, Forbes supports only
summaries of persons and organizations, and Yahoo only supports persons and
movies. For these systems our insights will be focused on the supported types.
Some of the analyzed systems use also fixed schema patterns or a combination
11
12
13

http://www.alexa.com/topsites/category/Top/News
Forbes, e. g. http://www.forbes.com/profile/dirk-nowitzki/
BBC news, e. g. http://www.bbc.com/news/world-europe-17944958

Fig. 4. Screenshot of the GKG representation of the “Ramones”: 1) Specific properties
such as the type and the Wikipedia description are always there (Property Restriction).
2) Several statements are gathered in a group named “Songs” (Statement Groups). 3)
N-ary relations - in this case title, year, and album - are supported (Multi-hop Search
Space). 4) The summary is offered in multiple languages (Languages)

of entity-specific summaries and schema patterns. We assume that even with
using only fixed schema patterns the content requirements at the interface remain the same. This still suits our evaluation scenario as our main goal is to
decouple summary and presentation: the way in which the summaries were generated is not relevant (black box). We also tried to include research prototypes
into our evaluation. However, although this research field is very active recently
[1,13,14,16,20], our system Summarum [15] is currently the only research prototype that is available online.
In the following we will analyze for each of the above-mentioned interfaces
on whether they would be able to consume data from the API without changing
their layout. We assume both, the URI of the entity and the maximum number
of facts (topK) as standard parameters. Figure 4 demonstrates the analysis of
the interfaces.
Google Knowledge Graph For some facts, GKG uses contexts about the
data items (e. g. Wikipedia abstracts, population numbers, dates of marriage, release year of album, role names, etc.). In RDF, these contexts are
represented as n-ary relations. Our API supports summaries over such constructs with the multi-hop search space. Further, certain properties such as

entity names, pictures, or types are always present in GKG. Not considering
the result of the dynamic ranking, these properties can be addressed with a
separate summary request that involves fixed properties. Further, GKG supports special groups of statements, such as a the group of albums of a band.
We support this feature by enabling to add a group to each statement by the
entity summarization system. GKG is able to adapt the interface to different
languages. This is supported by RDF (multi-linguality of rdfs:label, i. e.
literals) and by a parameter for the entity summarization system.
Bing Satori/Snapshots Bing Snapshots also supports features similar to the
GKG (i. e. context, special property selection, grouping, multiple languages).
Bing enables tables like “Career” vs. “Season” statistics in their summaries.
Even these statistics can be broken down to triples and represented in our
output format. How the triples are arranged in the end, in a table style or
just sequential is a matter of choice on the interface side. Certain patterns
in the output (e. g. multiple numerical values with the same property but
varying context) suggest table-style presentation.
Yahoo Knowledge At the time of writing, Yahoo displays factual knowledge
about persons and movies. The output for movies is very similar to the
aforementioned summarization systems of Google and Microsoft. Similar to
Bing, the output for Dirk Nowitzki includes various sport statistics. Like in
Bing, this data can be covered by our output model. Entities representing
other persons are very similar to the standard output of Google and Bing.
Yahoo currently does not offer summaries in multiple languages.
Forbes The interface shows basic properties of persons and companies in a
key-value style. Selected properties such as the label or a picture are present
for any entity. Similar to GKG, for some properties the context is added,
e. g. “As of June 2014”. For companies, Forbes forms two groups. “At a
Glace” and “Forbes Lists”. All these features are supported by our defined
data model. Like Yahoo, Forbes does not offer their summaries in different
language versions.
BBC news The BBC news portal includes summaries of countries only. Like
in Forbes, this data contains mainly key-value pairs and is easy to be represented with our output format. Also presenting multi-hop information is
needed, as the presented images have a caption that is also shown. BBC does
not define groups of facts and does not offer other languages than English.
The complete results of the evaluation are presented in Table 1. Overall we
found that all the requirements that these interfaces need in order to offer all
their functionality can be fulfilled by the proposed API.

5

Related Work

For the related work we distinguish between two kinds of approaches: systems
that add an additional layer between a SPARQL endpoint and data consumers
(as such serving as direct data providers) and approaches that introduce formalisms that enable ranked views on Linked Data.

Table 1. Requirements per interface. The checked features are supported by the specific
interface, the crossed ones are not required.
Features
Google Bing Yahoo Forbes BBC
Languages
X
X
5
5
5
Multi-hop Search Space
X
X
X
X
X
Property Restriction
X
X
X
X
X
Statement Groups
X
X
X
X
5

Pubby14 is used to add an intuitive interface to SPARQL endpoints. It enables to consume entities and ontologies on a per-concept basis directly in various
formats. For entities, it considers attached literal values in all available languages
as well as all incoming and outgoing relations. In general, Pubby implements the
following pattern for resources described by their URI:
SELECT * WHERE {{<URI> ?p ?v . } UNION { ?v ?p <URI> . }}
This may result in a large set of facts that are directly related to the currently
browsed entity. For machines as well as for human consumers all information
about an entity is provided. In our approach we extend this mechanism by various configurable properties (e. g. maximum number of statements) that enable
client interfaces to retrieve distilled versions of entities in a uniform way.
The Linked Data API15 adds a RESTful layer on SPARQL endpoints. It
enables developers who are not familiar with SPARQL or RDF in general to
access SPARQL endpoints in a RESTful manner. As an example, it enables to
represent selectors and filter options as request parameters in the following form:
http://example.com/university?country=UK&max-noStudents=10000.
Potential response formats include JSON, XML, RDF/XML, and Turtle. The
Elda16 system provides a reference implementation for the Linked Data API definition. The Linked Data API and SUMMA both add an additional RESTful layer
on top of SPARQL endpoints. However, the rationales of both approaches are
complementary: while the Linked Data API tries to make part of the SPARQL
feature set more intuitively accessible using REST, we are focusing on defining
a uniform RESTful interface that enables multiple services to provide concise
views on the same entity in a uniform way.
Bizer et al. define Fresnel,17 a vocabulary for selecting and formatting RDF
data [3]. The vocabulary is supported by RDF browsers such as Longwell18 ,
Piggy Bank19 , or IsaViz20 . It is devided into two main components, lenses and
formats. While the lenses help on selecting which content should be presented
the formats define the style in which the selected content should be presented.
14
15
16
17
18
19
20

Pubby – http://wifo5-03.informatik.uni-mannheim.de/pubby/
Linked Data API – https://code.google.com/p/linked-data-api/
Elda – https://github.com/epimorphics/elda
Fresnel – http://www.w3.org/2005/04/fresnel-info/manual/
Longwell – http://simile.mit.edu/wiki/Longwell
Piggy Bank – http://simile.mit.edu/wiki/Piggy_Bank
IsaViz – http://www.w3.org/2001/r1/IsaViz/

Our work is mostly related to Fresnel Lenses: The predicates fresnel:instance
LenDomain and fresnel:classLensDomain define the levels on which the lenses
can be applied. The predicates fresnel:showProperties and fresnel:hide
Properties define which properties of the instance or class are commonly shown
and in which order. The order is defined with rdf:List. Moreover, the Fresnel Selector Language (FSL)21 enables to define further restrictions, for example which properties of connected entities should be shown (e. g., foaf:name).
The fresnel:instanceLensDomain in combination with the fresnel:showProp
erties predicate and FSL enable quite particular decisions on which triples are
included in the output and which are not. Eventually, however, covering specific
triples for the output with Fresnel involves complex FSL patterns and, more
importantly, still only provides a description of which information should be
presented but not the information itself. Summarizing entities with respect to
their individual particularities is possible but the lens descriptions would already
cover much of the actual data. The remaining information such as the objects
and all labels would have to be gathered at a different place. In other words,
SUMMA provides access to entity-specific data while Fresnel, more abstractly,
was designed to operate on the class level and to provide views. In fact, there
are efforts to identify the most common properties per DBpedia class with surveys and crowd sourcing and to publish them as Fresnel lenses [1]. The SUMMA
API could be used for interpreting such class-level lenses and for delivering the
respective content accordingly. In addition, the SUMMA API explicitly enables
entity-specific summaries that are beyond the scope of Fresnel.
Federated SPARQL queries22 offer the possibility to query knowledge bases
distributed over multiple endpoints with a single query. Summaries that are
computed offline could be stored at one endpoint while the actual summarized
knowledge base that contains further information (such as labels) is available
at a different endpoint. A single federated query would retrieve triples specific
to an entity while the SPARQL LIMIT clause would enable different summary
sizes. As in our approach, the endpoint for the summary can be easily exchanged.
Summaries that are computed online (e. g., depending on the user’s geolocation,
language, the time of the day, etc.) can get too complex in order to be retrieved
with SPARQL queries of any kind. Intermediately storing the result in an endpoint in order to make it retrievable with SPARQL adds significant overhead to
a process that needs to be performed in a range of few 100 milliseconds.
Roa-Valverde et al. introduce a vocabulary for sharing ranking computations
over RDF data [9]. This enables to provide detailed information about ranking
computations in RDF. Properties include ranking values and time stamps as
well as algorithm descriptions and configurations. We use the vRank vocabulary
in order to provide ranking values to the client interface.
21

22

Fresnel Selector Langauge (FSL) – http://www.w3.org/2005/04/fresnel-info/
fsl/
SPARQL 1.1 Federated Query – http://www.w3.org/TR/sparql11-federatedquery/

Harth introduces VisiNav [4], a system that allows for new interaction principles within the Web of Data. The system is based on four key concepts that
support search and navigation: Keyword Search, Object Focus, Path Traversal,
and Facet Selection. Our API clearly supports Object Focus as it is specifically
designed to deliver entity-specific summaries. We also support Path Traversal
and Facet Selection. However, the two concepts become quite similar if you do
not distinguish between incoming and outgoing connections. More specifically,
we slightly reinterpret the Facet Selection concept as we form the union rather
than the intersection (“... the user can reformulate the query and obtain increasingly specific result sets” [4]). Like our approach VisiNav also provides ranked
views on data. VisiNav strongly couples the user interface and the back end. As
such, the rankings and views on the data can only be displayed with the VisiNav
system. In this paper, we provide a way to enable decoupling of the interfaces
and their respective ranking back end.
In conclusion, we can state that the idea of browsing Linked Data with concise
presentations is well established and real-world applications are taking up this
idea [7,10,17]. To the best of our knowledge, all previous research approaches for
presenting RDF data in a concise way are based on schema patterns and do not
provide the data itself. In this paper we introduce a novel approach that supports
the evaluation, exchange, and comparison of entity summaries in a lightweight
way.

6

Conclusion & Future work

We introduced an API that enables entity summarization systems to publish
summaries in a uniform way. Further, it enables consumers to access summaries
of Linked Data entities from a multitude of summarization services through
a single lookup mechanism. Our empirical evaluation shows that the SUMMA
API could be applied to already existing commercial systems while the reference implementations provide evidence for feasibility and facilitate adoption.
The SUMMA API for comparison and evaluation is already deployed for use in
industry and research.
We are currently in the process of implementing SUMMA adapters to other
summarization systems. In addition, we plan to implement a portal where different entity summarization services are gathered and described also in accordance to their non-functional properties, e. g. response time and availability.
Also, context-specific and personalized summaries that lead to the extensions of
the SUMMA API are currently ongoing work.
Acknowledgement. The research leading to these results has received funding from the European Union Seventh Framework Programme (FP7/2007-2013)
under grant agreement no. 611346 and by the German Federal Ministry of Education and Research (BMBF) within the Software Campus project “SumOn”
(grant no. 01IS12051).

A

Appendix
Listing 1.3. Example response in Turtle (common namespaces omitted).

1
2
3
4

@prefix
@prefix
@prefix
@prefix

: < http :// purl . org / voc / summa / >.
vrank : < http :// purl . org / voc / vrank # >.
dbpedia : < http :// dbpedia . org / resource / >.
dbpedia - owl : < http :// dbpedia . org / ontology / >.

5
6
7
8
9
10
11
12
13
14
15
16

< http :// ex . com / summary ?
entity = dbpedia : Barack_Obama & topK =2& language = en & maxHops =2&
fixedProperty = dbpedia : birthDate , dbpedia : birthPlace >
a : Summary ;
: entity dbpedia : Barack_Obama ;
: topK " 2 " ^^ xsd : Integer ;
: language " en " ;
: maxHops " 2 " ^^ xsd : Integer ;
: fixedProperty dbpedia - owl : birthDate ;
: fixedProperty dbpedia - owl : birthPlace ;
: statement

17
18
19
20
21
22
23

[ rdf : type rdf : Statement ;
rdf : subject dbpedia : Barack_Obama ;
rdf : predicate dbpedia - owl : birthDate ;
rdf : object " 1961 -08 -04 " ^^ xsd : date ;
: group < http :// ex . com / group /12 > ;
vrank : hasRank [ vrank : rankValue " 3213.101 " ^^ xsd : float ] ] ,

24
25
26
27
28
29
30
31
32
33

[ rdf : type rdf : Statement ;
rdf : subject dbpedia : Honolulu ;
rdf : predicate dbpedia - owl : areaCode ;
rdf : object " 808 " @en ;
vrank : hasRank [ vrank : rankValue " 2323.433 " ^^ xsd : float ] ;
: path [ rdf : type rdf : Statement ;
rdf : subject dbpedia : Barack_Obama ;
rdf : predicate dbpedia - owl : birthPlace ;
rdf : object dbpedia : Honolulu ] ] .

34
35
36
37
38

< http :// ex . com / summary ?
entity = dbpedia : Barack_Obama & topK =2& language = en & maxHops =2&
fixedProperty = dbpedia : birthDate , dbpedia : birthPlace # id >
owl : sameAs dbpedia : Barack_Obama .

39
40
41
42
43
44
45

dbpedia : Barack_Obama rdfs : label " Barack Obama " @en .
dbpedia - owl : birthDate rdfs : label " birth date " @en .
dbpedia : Honolulu rdfs : label " Honolulu " @en .
dbpedia - owl : areaCode rdfs : label " area code " @en .
dbpedia - owl : birthPlace rdfs : label " birth place " @en .
< http :// ex . com / group /12 > rdfs : label " Important Dates " @en .

References
1. Ahmad Assaf, GhislainA. Atemezing, Raphal Troncy, and Elena Cabrio. What Are
the Important Properties of an Entity? In The Semantic Web: ESWC 2014 Satellite
Events, Lecture Notes in Computer Science, pages 190–194. Springer International
Publishing, 2014.
2. Tim Berners-Lee. Read-Write Linked Data. August 2009. Avaiable at http://
www.w3.org/DesignIssues/ReadWriteLinkedData.html, accessed 26th November
2012.
3. Christian Bizer, Emmanuel Pietriga, David Karger, and Ryan Lee. Fresnel: A
Browser-Independent Presentation Vocabulary for RDF. In Proc. of 5th International Semantic Web Conference, Athens, GA, USA, November 5-9, 2006, LNCS
4273, 2006.
4. Andreas Harth. VisiNav: A system for visual search and navigation on web data.
Web Semantics: Science, Services and Agents on the World Wide Web, 8(4), 2010.
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Exploiting Knowledge Bases for Multilingual and
Cross-lingual Semantic Annotation and Search
Lei Zhang? , Michael Färber, Andreas Thalhammer,
Aditya Mogadala, and Achim Rettinger
Institute AIFB, Karlsruhe Institute of Technology (KIT), Germany
Abstract. The amount of entities in large knowledge bases (KBs) has
been increasing rapidly, making it possible to propose new ways of
intelligent information access. In addition, there is an impending need
for systems that can enable multilingual and cross-lingual information
access. In this work, we firstly demonstrate X-LiSA, an infrastructure
for multilingual and cross-lingual semantic annotation, which supports
interfaces for annotating unstructured text in different languages using
resources from KBs. Based on X-LiSA, we demonstrate XKnowSearch!,
a novel system for multilingual and cross-lingual semantic search, which
supports keyword search on textual data by exploiting its semantics.

1

Introduction

Within the context of globalization, multilingual and cross-lingual access to
information has emerged as an issue of major interest. Nowadays, more and more
people from different countries are connecting to the Internet and many Web
users can understand more than one language. While the diversity of languages
on the Web has been growing, for most people there is still very little content in
their native language. As a consequence of the ability to understand more than
one language, users are also interested in Web content in other languages. In
order to achieve the goal that users from all countries have access to the same
information, there is an impending need for systems that can help in overcoming
language barriers and facilitate multilingual and cross-lingual information access.
In addition, the ever-increasing quantities of entities in large knowledge bases
(KBs), such as Wikipedia, DBpedia, Freebase and YAGO, pose new challenges
but at the same time open up new opportunities of intelligent information access.
Recently, almost every major commercial Web search engine has announced its
work on incorporating structured knowledge into their search results, including
Google’s Knowledge Graph, Yahoo!’s Web of Objects and Microsoft’s Satori
Graph/Bing Snapshots, where the large entity repositories have become valuable
resources for bridging the gap between natural language text and knowledge.
In this work, we demonstrate X-LiSA [1], an infrastructure for multilingual
and cross-lingual semantic annotation, which supports interfaces for annotating
both text documents and Web pages with resources from KBs. It helps to bridge
the ambiguity of natural language text and its formal semantics as well as to
?

Corresponding author. E-mail: l.zhang@kit.edu.

Fig. 1: The system architecture of X-LiSA.
transform documents in different languages into a unified representation. Based
on X-LiSA, we then demonstrate XKnowSearch!, a novel system for entity-based
multilingual and cross-lingual semantic search by translating keyword queries in
different languages to their semantic representation. With the help of X-LiSA,
XKnowSearch! bridges the language barriers between queries and documents in
different languages, and also facilitates query disambiguation and expansion.
The rest of the paper is structured as follows. We start with the description
of X-LiSA in Sec. 2. Based on that, XKnowSearch! is then presented in Sec. 3.
Finally, the appendix about addressing challenge criteria is provided in Sec. 4.

2
2.1

Description of X-LiSA
System Architecture

The system architecture of X-LiSA is illustrated in Fig. 1, where cross-lingual
groundings extraction is performed offline to generate the needed indexes, which
are then used by the online cross-lingual semantic annotation services.
Cross-lingual Groundings Extraction. For matching words and phrases
in different languages against entities in KBs, both X-LiSA and XKnowSearch!
utilize xLiD-Lexica [2,3], our recently established cross-lingual lexica of entities
by exploiting various kinds of structures in Wikipedia, such as article titles,
redirect pages, anchor texts of hyperlinks and cross-language links.
Mention Detection. The first challenge of semantic annotation lies in
mention selectivity with the goal of detecting the boundaries of mentions in text
documents that are likely to denote entities. In order to address the challenges
of correctness, completeness and emergence of the detected mentions, we employ
our recent work [4] that aims to detect both named entities and nominal entities.
Such entity mentions serve as the input of entity disambiguation.
Entitiy Disambiguation. For each mention, its candidate entities are then
extracted using xLiD-Lexica. While the feature of mention-entity compatibility
captures the most likely entity behind the mention based on the cross-lingual
groundings and the entity that best fits the context of the mention based on the
cross-lingual semantic relatedness techniques, entity-entity coherence collectively
2

Fig. 2: Annotation service for web pages.
captures the related entities as annotations of a document. These features are
then employed by the graph-based disambiguation using a personalized PageRank
algorithm to determine the final entity for each mention [1].
2.2

Demonstration

We demonstrate the framework of X-LiSA in terms of the cross-lingual lexica,
the online annotation service and the use case of media annotation and querying.
Cross-lingual Lexica. Firstly, we would like to demonstrate the extracted
cross-lingual lexica xLiD-Lexica 1 . The datasets are available as both RDF triples
in N-Triples format and plain text files in JSON format. Based on these datasets,
we built a SPARQL endpoint and Web interface such that users can easily access
the information using SPARQL query language or through the Web interface.
Online Annotation Service. X-LiSA supports interfaces for annotating
raw text and Web pages in different languages2 . A screenshot of the cross-lingual
semantic annotation service is shown Fig. 2, where the input is the URL of a
German news article, the knowledge base is DBpedia and the output language
is English. In order to allow not only users but also software agents to access
the functionality of text annotation, we also provide the service, which takes raw
text and web pages as input and yields the output of annotations in XML.
Media Annotation and Querying. Within the context of xLiMe3 project,
X-LiSA has been widely used to annotate textual data from both mainstream
media sites and social media, where the following partners have contributed large
datasets, which are delivered as streams:
1
2
3

http://km.aifb.kit.edu/sites/xlid-lexica
http://km.aifb.kit.edu/sites/xlisa
http://xlime.eu

3

Fig. 3: Vocabulary for Media Annotation.

Fig. 4: SPARQL Query Example.
– Zattoo 4 : textual information extracted from visual and audible TV data.
– JSI NewsFeed 5 : textual news data which is crawled from online news sites.
– VICO Social Media 6 : textual social media data which is crawled from forums,
news, blogs, social networks, review sites and others.
For modeling the annotated media data as RDF triples, we define the xLiMe
vocabulary, as shown in Fig. 3, using the SIOC ontology7 and its extensions8 .
A SPARQL endpoint is provided for querying the data9 For example, given the
query “Which cars produced by Mercedes-Benz were mentioned most in the last
two weeks? ”, the SPARQL query in Fig. 4 can be used to retrieve the answer.

3

Description of XKnowSearch!

3.1

System Architecture

X-LiSA offers opportunities for dealing with complex queries on the media data.
However, the SPARQL query hinders casual users in expressing their information
needs. By employing X-LiSA for offline text annotation, XKnowSearch! supports
4
5
6
7
8
9

http://developer.zattoo.com
http://newsfeed.ijs.si
http://www.vico-research.com/en
http://sioc-project.org/ontology
http://kdo.render-project.eu
http://km.aifb.kit.edu/sites/xlisa/queries.html
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Fig. 5: The system architecture of XKnowSearch!.
keyword search by capturing queries and documents at the semantic level and
also bridging the language barriers. The architecture of XKnowSearch! is shown
in Fig. 5. In the following, we discuss the online processing components.
Query Interpretation. The search process starts with a keyword query in
any language. Instead of retrieving documents by keywords, XKnowSearch! first
finds the query entity graphs (QEGs) matching the keyword query by exploring
the semantic graph of the KB. The resulting QEGs reflect different semantic
interpretations of the keyword query and thus can help to refine the query and
influence document ranking according to the search intents of users.
User Interaction. As an optional step, user interaction enables interactive
query disambiguation and expansion according to users’ search intents, where
users can select and refine the QEGs by navigating the KB through semantic
relations between entities. While user interaction provides users a more flexible
way to influence the search process, users can also search the documents directly
without interactive query refinement. In this case, the QEG with highest score
will be selected as interpretation of the keyword query.
Document Retrieval. The entities in the selected QEG constitute the
query entity vector (QEV), where each entry contains the corresponding entity
weight, which is calculated by the exploration algorithm and can also be adjusted
by users. For each document, we construct the document entity vector (DEV ),
where the entries contain the confidence scores of the annotations (i.e., the linked
entities in the hub languages) of the document, which are generated by our
semantic annotation system. Based on the entities in QEV and DEV, the score
of each document can be calculated based on standard similarity measures, such
as cosine similarity, which is then used for document ranking.
3.2

Demonstration

We would like to demonstrate four major features of XKnowSearch! 10 with the
goal of addressing the challenges that traditional keyword search suffers from.
10

http://km.aifb.kit.edu/sites/XKnowSearch
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Fig. 6: Query entity graphs for keyword query “Götze WM”.
Query Flexibility. Traditional keyword search systems do not allow users
to be involved in the search process to perform query refinement. XKnowSearch!
supports two modes: direct and indirect search. Direct search takes a keyword
query and retrieves the relevant documents directly. Indirect search provides the
opportunity for users to understand the meaning of the query entities and the
underlying semantic relations between them, such that users are able to refine
and extend the information needs. While direct search enables users to search in
a familiar and convenient manner, indirect search provides users a more flexible
way to influence the search process according to their search intents.
Query Disambiguation. Keywords are naturally ambiguous due to the fact
that they could refer to different entities in different contexts. In the multilingual
and cross-lingual setting, this problem is more serious. For instance, the keyword
WM can refer to Windows Mobile in English or FIFA World Cup in German11 .
In XKnowSearch!, query interpretation component automatically eliminates the
ambiguity of keywords by taking advantage of the context, i.e., other query
entities, and by exploiting the semantic graph of KBs to generate the top-k
QEGs. On the other hand, users can also disambiguate the query manually by
selecting the most appropriate QEG and further refining it (cf. Frame 1 of Fig. 6).
Query Expansion. The query keywords are often incomplete in the sense
that instead of the full entity name, only the aliases, acronyms and misspellings
are usually given by users. XKnowSearch! supports query keywords matching
entities in their incomplete forms. In addition, keyword queries might contain
concept names representing a set of entities, e.g., “Internet companies of China”.
In XKnowSearch!, the matching concepts are automatically expanded into sets
of individual entities. As query interpretation, QEG is more informative and
expressive than keywords such that it can help users to manually expand the
query by navigating KBs through semantic relations between entities and adding
more intended entities that are used for document retrieval (cf. Frame 2 of Fig. 6).
11

WM is the abbreviation of Weltmeisterschaft in German denoting World Cup.
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Fig. 7: Retrieved documents for keyword query “Götze WM”.
Cross-lingual Search. Term-based retrieval paradigm of keyword search
suffers from the vocabulary mismatch problem, which is more challenging in the
cross-lingual search setting. XKnowSearch! enables cross-lingual search in the
sense that users can use keyword queries in any language to retrieve multilingual
documents, especially in any other languages. The recent progress in cross-lingual
technologies is largely due to the increased availability of multilingual resources
on the Web. In this regard, we use the multilingual KB as an interlingua to
connect keyword queries and documents across languages (cf. Frame 2 of Fig. 7).

4
4.1

Appendix: Addressed Challenge Criteria
Mandatory Criteria

The application has to be an end-user application. While X-LiSA
has been widely used as software components in xLiMe project for enabling
cross-lingual semantic annotation for publishers, media monitoring and new
business intelligence applications, it also has a practical value to general Web
users that can better understand text and Web pages though the description
of the annotations in their preferred languages. In addition, XKnowSearch! was
designed as an end-user Web application. It does not require any prior knowledge
about the technical aspects and provides the intuitive keyword interface for
multilingual and cross-lingual search such that it can be used by any user.
The information sources used. In X-LiSA and XKnowSearch!, we use
multilingual data retrieved from heterogeneous sources under diverse ownership
and control including large knowledge bases such as Wikipedia and DBpedia,
and textual data collected from both mainstream media such as Bloomberg and
New York Times, and social media such as Twitter and Facebook. These large
datasets are provided by a consortium including both research institutes such as
JSI NewsFeed, and business companies such as Zattoo and VICO Social Media.
The meaning of data has to play a central role. The semantic data plays
a central role in both X-LiSA and XKnowSearch!, where all of the components
7

are based on Semantic Web technologies such as RDF and SPARQL, and are
ultimately built to exploit the fusion of structured knowledge and unstructured
text. In addition, the recent progress in cross-lingual technologies is largely due to
the increased availability of multilingual KBs, such as Wikipedia and DBpedia.
In this regard, the semantics of data captured by such KBs are employed as an
interlingua to bridge the language barriers between different kinds of data.
4.2

Additional Desirable Features

The application provides an attractive and functional Web interface.
XKnowSearch! is offered as a Web application for any user who wants to search
Web content in multiple languages using keyword query.
Novelty, in applying semantic technology to a domain or task that
have not been considered before. Although many efforts have been made to
enable entity-aware Web search, there are still many limitations. For example,
current search engines cannot deal with entities expressed by concept name and
they do not support cross-lingual search. XKnowSearch! is a novel search system
using semantic technology with the goal of addressing these limitations.
Functionality is different from or goes beyond pure information
retrieval. Different from current search engines, XKnowSearch! provides a more
flexible way to influence the search process by allowing users to understand the
meaning of the query entities and the underlying semantic relations between
them, such that users can easily refine and extend the information needs.
There is a use of dynamic data, perhaps in combination with static
information. While the KBs used by X-LiSA is relatively static (updated every
few weeks or months), the textual data to be annotated is dynamically retrieved
from live TV channels, real-time social media and news streams.
There is support for multiple languages and accessibility on a range
of devices. X-LiSA supports 13 languages including English, German, Spanish,
Chinese, Catalan, Slovenian and so on. XKnowSearch! currently supports only
English, German and Chinese, which will be extended in the near future.
Acknowledgments. The research leading to these results has received funding
from the European Union Seventh Framework Programme (FP7/2007-2013)
under grant agreement no. 611346.

References
1. Zhang, L., Rettinger, A.: X-lisa: Cross-lingual semantic annotation. PVLDB 7(13)
(2014) 1693–1696
2. Zhang, L., Färber, M., Rettinger, A.: xlid-lexica: Cross-lingual linked data lexica.
In: LREC. (2014) 2101–2105
3. Zhang, L., Rettinger, A., Thoma, S.: Bridging the gap between cross-lingual nlp
and dbpedia by exploiting wikipedia. In: NLP&DBpedia Workshop. (2014)
4. Zhang, L., Dong, Y., Rettinger, A.: Towards entity correctness, completeness and
emergence for entity recognition. In: WWW (Companion Volume). (2015) 143–144

8

